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Abstract. In the era of big data, with the daily generation of massive data and the wide application of data
mining algorithms, accelerating data storage and processing has become an important issue that both the
academic community and the industrial sector need to address. The traditional CPU and GPU hardware
acceleration methods are insufficient in some scenarios that require high real-time performance and low power
consumption, especially in areas such as unmanned aircraft and intelligent cameras. However, the
SOC_FPGA not only integrates the rich logic resources of FPGA but also carries an ARM processor, featuring
flexible design, high speed, low power consumption, and portability, which is very conducive to the rapid
deployment of applications in mobile terminals. This research addresses this issue by designing a high-
performance and low-power computing acceleration module for convolutional neural networks using the
SOC _FPGA platform and conducted image classification experiments based on the ImageNet dataset. The
experimental results show that this design can ensure that the model's classification recognition accuracy
reaches over 80%, while the processing rate of input image data can reach 218.76FPS (figures per second),
and the maximum system power consumption is 4.8W. Compared with other platforms, it has advantages in
both acceleration effect and system power consumption.
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1. Introduction

In the era of big data, the design of hardware acceleration modules for machine learning algorithms faces a
series of emerging challenges. From perception and control in autonomous driving and cyber-physical systems
to search engines, recommendation systems, and natural language assistants, the rapid expansion of machine
learning applications has elevated hardware acceleration from a means of improving computational
performance to a critical enabling technology [1]. Application scenarios requiring hardware acceleration
generally exhibit the following characteristics:

(1) Massive data volumes: Data are growing explosively across various domains, making it increasingly
difficult for a single computing node to process large-scale datasets efficiently.

(2) High-dimensional data: In many application scenarios, individual data instances contain a large number
of features. To process such data effectively, machine learning algorithms typically require feature
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classification, segmentation, or weight allocation.

(3) Complex models and algorithms: High-accuracy machine learning algorithms are usually built upon
sophisticated mathematical models, resulting in substantial computational workloads.

(4) Real-time synchronization requirements: Certain data mining applications, such as speech recognition,
visual object detection, and autonomous driving, require real-time processing. These applications impose
stringent requirements on the synchronization of data acquisition, computation, and feedback.

(5) Multi-stage prediction pipelines: Some machine learning algorithms can be represented as multi-stage
processing pipelines, in which multiple classifiers operate in parallel while communicating sequentially. Such
workloads cannot be efficiently handled by conventional single-node computing platforms.

At present, both academia and industry have developed several mainstream hardware acceleration
platforms, which can be broadly categorized as follows: multi-threaded Central Processing Units (CPUs),
General-Purpose Graphics Processing Units (GPUs), Application-Specific Integrated Circuit (ASIC) inference
engines optimized for throughput per watt [2], cloud computing platforms, and reconfigurable Field-
Programmable Gate Arrays (FPGAs) [3]. These platforms are suitable for different application scenarios and
can also be integrated into heterogeneous computing systems to leverage their respective advantages.
Hardware acceleration platforms alone are insufficient to support practical applications and must be
complemented by corresponding software ecosystems. A variety of software frameworks and middleware have
therefore been developed for different acceleration platforms. Representative examples include Hadoop,
Spark, Dryad-LINQ, Pregel, and PowerGraph for cloud computing environments, as well as CUDA, OpenCL,
and OpenACC for GPU-based computing. These software systems not only fully exploit the capabilities of
their underlying hardware platforms but also simplify application development. By following the prescribed
programming specifications and using the provided interfaces, developers can achieve substantial performance
improvements with relatively little effort.

This study presents a qualitative comparison of the major hardware computing platforms, as summarized in
Table 1. Owing to the data-intensive and computation-intensive characteristics of machine learning algorithms,
CPUs are generally unable to deliver satisfactory computational performance. Cloud computing platforms are
susceptible to network fluctuations, and their communication overhead has become a major obstacle to large-
scale deployment. GPUs perform less efficiently when processing workloads with strong data dependencies
and are associated with high power consumption. Systems based on ASICs require considerable development
effort and lengthy design cycles, while their highly customized design and manufacturing processes result in
substantial costs. Although heterogeneous computing platforms can achieve superior computational
performance, their high development complexity limits their widespread adoption. Consequently, FPGA-based
systems, which offer mature and reliable technology, inherent parallel computing capability, high integration
density, and low power consumption, have become a highly promising solution for developing hardware
accelerators for machine learning algorithms [4, 5].

In this study, a SoC FPGA development platform was adopted. A heterogeneous architecture integrating a
Hard Processor System (HPS) with FPGA logic was employed to design and implement a high-performance,
low-power hardware computation module for Convolutional Neural Networks (CNNs). Experimental results
demonstrate that the proposed hardware module not only preserves the classification accuracy of CNNs but
also achieves significant computational acceleration while maintaining low power consumption.
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Table 1. Comparison of different hardware acceleration platforms

. Average Average Power Software Programming Development
Computing Platform . -
Performance Consumption Support Difficulty Cycle
CPU Low Moderate Extensive Easy Short
GPU Very High Very High Extensive Moderate Short
ASIC High Low Limited Difficult Long
Cloud C ti
ouc Lomputing High Low Limited Difficult Long
Platform
FPGA High Low Extensive Difficult Moderate
Het
SISTOBSTEONS High Moderate Extensive Very Difficult Long
Platform

The main contributions of this study are as follows. First, the overall architecture and design methodology
of the HPS—FPGA hardware acceleration system are presented. Second, the principles of a convolutional
neural network based on the VGG16 architecture are introduced, together with its implementation. Finally,
image classification experiments based on the ImageNet dataset and computational performance evaluations
are conducted using the DE1-SoC development board.

2. Theoretical overview of the HPS-FPGA acceleration system

2.1. Overall hardware acceleration architecture

This study first designed an FPGA-based hardware acceleration architecture for convolutional neural networks
(CNNps). In the proposed system, the Hard Processor System (HPS) is responsible for software control, while
the FPGA implements the CNN architecture and performs hardware-accelerated computation. Data
communication between the two components is realized through a high-speed AXI bus. The overall system
architecture is illustrated in Figure 1.
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Figure 1. Overall design architecture of the hardware acceleration module
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(1) HPS: Responsible for loading input data, issuing hardware control commands to the FPGA, and
retrieving computation results.
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(2) FPGA: Responsible for executing the computations of convolutional layers, pooling layers, fully
connected layers, and activation functions.

(3) Data communication: In addition to the AXI high-speed bus protocol, a dual-port asynchronous FIFO
buffer is introduced as an intermediate data cache to ensure reliable data transmission and prevent data loss or
transmission errors.

2.2. Hardware acceleration circuit architecture

The FPGA is primarily responsible for the computationally intensive operations of the CNN, including
convolution, pooling, and fully connected layer computations. The hardware acceleration architecture is
shown in Figure 2. All input and output interfaces of the accelerator employ AXI high-speed bus interfaces,
including the FPGA-to-HPS Bridge, the HPS-to-FPGA Bridge, and the Lightweight HPS-to-FPGA Bridge [6].

The appropriate interface is selected according to the direction of data transfer.
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Figure 2. Hardware acceleration circuit architecture

The input data are first loaded by the HPS. Prior to loading, the data are organized into three categories:
network parameters (weights and biases) and input image data [7]. The input images are preprocessed to
extract their RGB values, after which the resulting feature data are transferred to the HPS of the SoC FPGA.
Meanwhile, the trained weights and biases of the CNN are loaded into the FPGA. This initialization process
does not consume FPGA computational resources. The FPGA then exploits its inherent parallel processing
capability to execute all computational tasks. The ReLU activation function applied after each convolution
operation is integrated directly into the corresponding convolution module. After the CNN computation is
completed, the output data are assembled and verified before being transmitted through the high-speed AXI
bus to the FIFO buffer, where they remain until the HPS issues a command to retrieve the computation results
(8, 9].

2.3. Convolution computation design

The design of the convolution module constitutes one of the core components of the FPGA-based hardware
accelerator. During convolution, the large input feature map is partitioned into smaller submatrices to facilitate
parallel processing. The feature map partitioning strategy is illustrated in Figure 3. First, zero padding is
applied by surrounding the input feature map with zeros, producing a unified input size of 225 x 225. This
operation effectively alleviates the imbalance in convolution computations near the image boundaries [10].
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Following the VGG16 architecture, which employs 3 x 3 convolution kernels, the padded 225 x 225 feature
map is partitioned into 75 X 75 non-overlapping 3 X 3 submatrices. As shown in Figure 3, where W and H
denote the width and height of the input feature map, respectively, a total of 5,625 submatrices are generated.
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Figure 3. Schematic diagram of input matrix partitioning

During computation, except for boundary data, each 3 x 3 input submatrix is simultaneously dispatched to
three parallel Processing Elements (PEs). Within each PE, the input values are multiplied by the corresponding
convolution kernel weights selected through a multiplexer (MUX). Because the three PE units operate
concurrently, the convolution of a single 3 x 3 submatrix can be completed within three clock cycles. After
nine input values have been loaded into a PE, the unit produces three intermediate outputs. These outputs are
subsequently accumulated by an adder to obtain the final convolution result for the corresponding convolution
window [11].

Although the convolutional layers account for only approximately 10% of the total network parameters,
they dominate the computational workload of the entire CNN. Consequently, the convolution operations
consume the majority of the computational resources in the proposed hardware acceleration system.

2.4. FPGA implementation

The FPGA hardware accelerator was implemented using the VHDL hardware description language, with
Quartus Prime serving as the development environment. Individual Register Transfer Level (RTL) modules
were developed for the convolution, pooling, fully connected, and ReLU activation operations. These modules
were subsequently integrated and synthesized within Quartus Prime to generate the complete FPGA
implementation. The target device used during synthesis was the Altera Cyclone V SoC SCSEMASF31C6.
Quartus Prime provides the Chip Planner utility, which offers a graphical representation of FPGA resource
utilization. This tool enables designers to visualize the proportion of logic resources consumed by the
implementation relative to the total available resources of the device, as well as the physical placement of
these resources on the FPGA chip.
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3. Experimental evaluation and results analysis

This chapter evaluates the proposed SoC FPGA-based hardware acceleration system using image
classification experiments on the ImageNet dataset. System performance is analyzed in terms of classification
accuracy, hardware resource utilization, and performance-per-watt efficiency. Finally, the proposed
implementation is compared with CNN-VGG16 models executed on CPU and GPU platforms under the Caffe
framework.

3.1. Experimental platform

In an SoC FPGA-based computing system, the computational throughput achievable within a single clock
cycle is closely related to the number of programmable logic resources available on the FPGA. To eliminate
the potential bias introduced by high-end FPGA devices with substantially larger logic capacities, this study
selected the Altera DE1-SoC development board, which is widely adopted in both research and education due
to its moderate cost. The DE1-SoC board integrates a Cyclone V SoC SCSEMASF31C6 FPGA and a dual-core
ARM Cortex-A9 Hard Processor System (HPS), providing approximately 850,000 programmable logic
elements, 4,450 Kbits of embedded memory, and two hard memory controllers [12]. The board also offers
abundant memory resources, including 64 MB SDRAM connected to the FPGA and 1 GB DDR3 memory
available to the HPS. In addition, the HPS supports SD card peripherals through an onboard Micro SD card
slot, allowing the operating system and application data to be stored on removable media. For data
communication, the DE1-SoC supports UART communication and Gigabit Ethernet. It also provides audio
input/output interfaces, a video decoder, an ADC acquisition module, and a G-sensor commonly used in GPS
applications. In this work, the hardware design was programmed using the onboard USB Blaster II together
with an EPCS128 serial configuration device. The FPGA resource layout and the physical development board
are shown in Figures 4 and 5, respectively.
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Figure 4. DE1-SOC resource distribution diagram [12]
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Figure 5. Photograph of the DE1-SOC

The primary software development tools employed in this study include Quartus Prime 17.1, Platform
Designer, ModelSim 10.7, SoC Embedded Design Suite (SoC EDS), and Altera ARM DS-5. File transfer
between Windows and Linux environments was facilitated using WinSCP and PuTTY. The major software
tools are summarized as follows:

(1) Quartus Prime: Used for system synthesis, hardware optimization, device fitting, configuration file
generation, programming, and hardware verification.

(2) ModelSim: Used to perform functional simulation of VHDL modules generated by Qsys and based on
HPS components.

(3) SoC EDS: A development environment specifically designed for SoC FPGAs. It provides a Linux-
based toolchain supporting standard Linux commands (e.g., cd, Is, and chmod) as well as dedicated utilities
such as sopc2dts for generating Device Tree Source (DTS) files.

(4) ARM DS-5: An integrated development environment based on ARM Development Studio (DS-5),
providing source code editing, syntax highlighting, cross-referencing, Makefile compilation, and Linux
application debugging.

3.2. Test dataset

The ImageNet dataset is one of the most authoritative publicly available datasets in computer vision and
serves as the benchmark dataset for the ImageNet Large Scale Visual Recognition Challenge (ILSVRC). At
present, the dataset contains 1,419,712 images spanning 2,184 categories, with new data continuously being
incorporated [13, 14]. As illustrated in Figure 6, each downloaded folder corresponds to a specific object
category and contains thousands of images. Within each category, images exhibit substantial variations in
appearance, orientation, color, scale, and other visual characteristics, making ImageNet an ideal benchmark for
evaluating image classification algorithms.
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Figure 6. A portion of the ImageNet dataset

3.3 Classification accuracy evaluation

Tables 2 and 3 present the Top-5 classification results obtained by the proposed SoC FPGA-based CNN model
for two representative images from the ImageNet dataset. The results are compared with those produced by the
VGG16 model implemented in the Caffe framework [15]. All probabilities are reported with no more than

three decimal places.

Table 2. Top-5 classification results for image 1 from the ImageNet dataset

Test Image Proposed Design

Caffe Framework Classification Result

83.453%
15.142%
0.230%
0.084%
0.021%

88.211% Tiger
11.750% Tiger Cat
0.006% Lynx
0.003% Jaguar

0.004% Tabby
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Table 3. Top-5 classification results for image 2 from the ImageNet dataset

Test Image Proposed Design ~ Caffe Framework  Classification Result
81.253% 83.767% Bagel Burger
12.566% 11.538% Pretzel
2.593% 3.310% Bakery
0. 189% 0.248% French Load
0.050% 0.230% Cheeseburger

The experimental results indicate that the proposed implementation on the DE1-SoC board achieves
slightly lower classification accuracy than the floating-point VGG16 model implemented in the Caffe
framework. This difference is primarily attributed to the use of 16-bit fixed-point arithmetic in the proposed
hardware design. Nevertheless, the overall classification accuracy consistently exceeds 80%, which is
sufficient for most practical image classification tasks. These results demonstrate that the FPGA-based CNN
accelerator developed in this study provides accurate and reliable image classification performance.

3.3. Hardware acceleration performance evaluation

The image processing throughput of the proposed system was measured by implementing a performance
monitoring routine on the HPS. As shown in Figure 7, the proposed SoC FPGA-based CNN classifier
processes ImageNet images at 218.761 Frames Per Second (FPS), corresponding to an average processing
time of 4.571 ms per image.

To facilitate comparison with conventional computing platforms, the same CNN model was implemented
under the Caffe framework using both CPU and GPU execution modes [15]. To minimize the influence of
random fluctuations, the forward inference process was executed 100 times, and the average runtime was
calculated [16]. The CPU platform employed an Intel Core 15-5200 processor operating at 2.20 GHz with a
power consumption of 35 W, while the GPU platform used an NVIDIA GeForce GTX 960 graphics card with
a power consumption of 220 W and a memory frequency of 7.2 GHz. The execution times for 100 forward
inference runs are presented in Figures 8 and 9.

The CPU and GPU required 926.256 ms and 61.789 ms, respectively, to complete 100 inference runs,
corresponding to average inference times of 9.263 ms and 0.618 ms per image. The performance comparison
among the three platforms is summarized in Table 4.
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Figure 7. Processing speed of the ImageNet dataset using this hardware-accelerated design

Table 4. Performance comparison of different platforms on the ImageNet dataset

Hardware Power Processing Time per Performance per
Platf Throughput
atiorm Platform Consumption Image roughpa Watt
P
roposed DEI-SOC 4.8W 4.571ms 218.761FPS  45.575FPS/W
Design
CPU Inter i5-5200 35W 9.263ms 107.956FPS  3.084 FPS/W
GPU NVIDIA GTX960 220W 0.618ms 1618';231:}) 7.355 FPS/W
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Figure 8. CPU results
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Figure 9. GPU results

The comparison shows that the proposed FPGA-based accelerator achieves an image processing
throughput of 218.761 FPS, approximately twice that of the CPU implementation (107.956 FPS). Although
this falls short of the initial design target of achieving more than a fivefold speedup, the proposed architecture
still delivers a substantial acceleration over the CPU platform. The primary factor limiting further performance
improvement is the operating frequency of the FPGA on the selected development board. More importantly,
the proposed system exhibits a significant advantage in performance per watt, defined as the ratio of
processing throughput to power consumption. The achieved value of 45.575 FPS/W is approximately 15 times
higher than that of the CPU implementation (3.084 FPS/W).

Compared with the GPU platform, although the proposed design provides lower absolute throughput, it
achieves considerably higher energy efficiency. Given that the selected GPU consumes 220 W, approximately
45.8 times the power required by the proposed system (4.8 W), the FPGA implementation still delivers a
performance-per-watt ratio approximately six times greater than that of the GPU (45.575 FPS/W versus 7.355
FPS/W). Furthermore, the relatively large physical size and high power consumption of GPU platforms limit
their deployment in many embedded and mobile applications. Consequently, considering both energy
efficiency and deployment flexibility, the proposed FPGA-based accelerator offers several practical
advantages over conventional GPU-based solutions.

4. Conclusion

To address the limitations of conventional computing platforms for deep learning applications, particularly low
computational efficiency and high power consumption, this study proposed an SoC FPGA-based hardware
acceleration system for Convolutional Neural Networks (CNNs). The proposed architecture achieves both
high computational performance and low power consumption, providing a practical solution for the rapid
deployment of CNN algorithms in resource-constrained edge devices such as Unmanned Aerial Vehicles
(UAVs) and intelligent cameras. The major contributions of this study are summarized as follows.

(1) From the perspective of hardware acceleration, the advantages and limitations of mainstream hardware
acceleration platforms were systematically compared. Based on this analysis, the SoC FPGA platform was
selected as the target hardware architecture. Considering the fundamental structure, computational principles,
and architectural characteristics of CNNs, an overall hardware acceleration framework was proposed. The
system consists of three major components: an HPS software control module, an FPGA hardware computation
module, and a high-speed data buffering module.

(2) The FPGA hardware accelerator was implemented using the Verilog Hardware Description Language
(Verilog HDL). The hardware implementation includes the core inference modules of the CNN model, namely
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convolution, pooling, ReLU activation, and fully connected layer computation, thereby enabling hardware-
accelerated execution of the network. After completing the Register Transfer Level (RTL) design of all
functional modules, the entire hardware acceleration system was synthesized in Quartus Prime at the top level,
targeting the Altera Cyclone V SoC SCSEMASF31C6 device.

(3) Communication between the HPS and FPGA is implemented through the AXI interconnect, including
the F2H _AXI Slave, H2F AXI Master, and H2F LW_AXI Master interfaces. To improve communication
efficiency and address clock-domain crossing issues, a dual-port asynchronous FIFO buffer was designed and
integrated between the HPS and FPGA as an intermediate data buffering module.

(4) The proposed system was evaluated using the DE1-SoC development board. Image classification
experiments were conducted on a subset of the ImageNet dataset. Experimental results demonstrate that the
FPGA-based CNN accelerator achieves an image classification accuracy exceeding 80%, indicating
satisfactory classification performance and reliable inference capability. In terms of hardware efficiency, the
proposed design makes effective use of the available FPGA resources while maintaining a maximum power
consumption of only 4.8 W. The accelerator processes ImageNet images at a throughput of 218.76 FPS.
Compared with an Intel Core i5-5200 CPU platform, the proposed system delivers approximately twice the
processing throughput while consuming only about one-seventh of the power. Compared with an NVIDIA
GeForce GTX 960 GPU platform, the proposed design achieves more than six times higher performance per
watt.

Comprehensive simulation and experimental evaluations demonstrate that the proposed hardware
acceleration system successfully fulfills its design objectives. The system effectively accelerates CNN
inference while maintaining very low power consumption, confirming the feasibility and effectiveness of the
proposed SoC FPGA-based hardware acceleration architecture for deep learning applications.
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