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Abstract.  Indirect prompt injection allows the tool-calling agent to execute calls on untrusted data, and the
tool whitelist does not review the source of parameters. This paper introduces Provenance Gate (PGTI), which
sequentially performs tool whitelist and parameter source taint checks before the tool execution, allowing the
model to still see all tools. In four AgentDojo tasks, 100 attack pairs, and 60 benign tasks, Qwen2.5 14B ran
960 times. The attack success rate decreased from 17.0% with no defense to 3.0%, and it still held after
switching models and attack templates; the utility under attack decreased from 40.0% to 28.0%. The benign
utility relative to static tool filtering (35.0% and 26.7%) and the increment over the whitelist alone showed no
significant difference in this sample. Pair comparison simultaneously reported both safety and utility.
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1. Introduction
Tool-calling agents allow Large Language Models (LLMs) to invoke external interfaces [1]. Indirect Prompt
Injection (IPI), proposed by Greshake et al. [2], embeds prompts into retrieval data. Deng et al. [3] frame
interactions with untrusted external entities as knowledge gaps. Zhan et al. [4] evaluated 30 tool-calling agents
using 1,054 test examples, while Yi et al. [5] attributed the success of attacks to the models' inability to
distinguish informative context from executable instructions.

There are limitations to each defense mechanism. (1) Static tool filtering removes tools visible to the
model, which is an in-built baseline in AgentDojo as proposed by Debenedetti et al. [6]. (2) Tool whitelisting
can be derived from user commands [7], but it does not prevent attacks on the same tools. (3) The CaMeL
execution capability constraints proposed by Debenedetti et al. [8] solve 77% of AgentDojo tasks, which is
lower than 84% for systems without any defense mechanisms.

For this reason, this paper proposes Provenance Gate (PGTI). The research questions are: RQ1 whether
PGTI can reduce the Attack Success Rate (ASR); RQ2 whether PGTI can maintain more benign utility
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compared with static tool filtering; RQ3 whether argument provenance check can reduce the ASR compared
with using only tool whitelists.

The contributions of this paper are: (1) PGTI sequentially determines the tool whitelist and parameter
source before tool execution, and the model can still see all tools (Figure 1); (2) we compare the ASR, utility
under attack, and benign utility of PGTI with baseline on four sets of tasks (Table 1); (3) we show the attacks
that two layers respectively block using ablation experiments (Figure 2).

2. Literature review

2.1. Model layer, prompt layer and detection class defense
Tang et al. [9] comprehensively review the attacks, defenses, and applications of tool-calling agents. The
SecAlign [10] mechanism in the model layer fine-tunes the model based on preference optimization, which
requires model weights [11]. The prompt layer includes AgentDojo [6], which incorporates a delimiting
defense, and DataFilter [11], which removes malicious instructions before data reaches the large language
model. In detection-based defenses, Abdelnabi et al. [12] detected task drift from activation differences before
and after processing external data, which can incur utility loss [11].

Zhan et al. [13] demonstrated adaptive attacks that bypassed eight types of defenses with a success rate
exceeding 50%. Shi et al. [14] introduced malicious tool documents into the tool library with ToolHijacker to
manipulate tool selection. The source verification before tool execution remains left to the system-level
defense.

2.2. Whitelist of tools and information flow control
System-level defense targets prompts for retrieving data placed by attackers during reasoning [2]. Gong and
Deng [7] propose PlanGuard, which only extracts a reference set of effective actions based on user
instructions, first blocking unauthorized tool calls with hard constraints, which falls under tool whitelist
(allowlist) defense. AgentDojo [6] incorporates a static tool filtering baseline. Jia et al. [15] propose Task
Shield, which aligns tasks so that each action serves the user's goals.

Information flow control is based on the lattice model from Denning [16] as the foundation for taint
inference. The CaMeL framework by Debenedetti et al. [8] enforces capability constraints at the point of tool
invocation, enabling it to complete 77% of AgentDojo tasks with provable security, compared to 84% without
a defense system. Jia et al. [17] simultaneously evaluate effectiveness and general utility, finding that the
performance of existing defenses is lower than that reported in the original study.

Same-tool attacks reuse the tools of user tasks, where parameters are taken from untrusted data, and the
tool whitelist cannot block them. H1 proposes that provenance gates that combine taint checking can reduce
the success rate of attacks on tool-calling agents.

3. Methodology

3.1. Threat model and execution cycle
The attacker inserts the prompt into the retrieval data, i.e., indirect prompt injection [2]. The model generates
tool calls   based on the user's request   with all tool descriptions, containing the tool name   and
parameters  . The provenance gate is located after the call is generated and before the tool execution; the
blocked calls are not executed, and the model continues after receiving a policy error message.

c = (t, a) q t

a
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3.2. Provenance gate
Provenance Gate (PGTI) is located before the tool execution, sequentially checking the tool whitelist and
parameter source (Figure 1), and all tools remain visible to the model.

The tool whitelist (allowlist) is generated by the planner. The planner refers to the isolated planner of Gong
and Deng [7], which is a single independent LLM call that only considers the   and the list of tools, without
looking at any tool outputs. Tools with prefixes like get_, read_, search_, list_, check_, and find_ belong to
reading tools and are not restricted by the whitelist; all other tools that change their state must be within the
whitelist.

(1)

Among them,   is the indicator function,   is the tool name,   is the tool whitelist, and   is the collection
of reading tools.

Regarding the parameter provenance check, its taint inference is based on the information flow model of
Denning [16]. The URL, email address, and IBAN regular match values in  , along with sensitive parameters
with a length of no more than 80 characters, form an atomic set  .

(2)

(3)

Among them,   is an atom,   is the set of 400-character segments before and after     in the previous
tool output,    is a segment within it, and    is the segment classifier. This classifier is a single independent
LLM call that only answers YES or NO;   indicates that    is classified as containing injected
instructions.

The call   is executed only when   and  . Calls that are not within   are blocked by
the whitelist; in the remaining calls, those whose   includes tainted atoms are blocked by the taint check.

3.3. Experimental setting
The PGTI configuration above was evaluated using the AgentDojo 0.1.35 benchmark [6] (suite version
v1.2.2). The user tasks and injection tasks for banking, Slack, travel, and office suites are sequentially 16 and
9, 21 and 5, 20 and 7, and 40 and 14. Each set was randomly sampled with the seed 20261103 to draw 25 task
pairs and 15 benign user tasks, resulting in a total of 100 pairs and 60 benign tasks. The attack template is
important_instructions, which does not include model names.

The model is the local Ollama Qwen2.5 14B instruction version (qwen2.5:14b-instruct, RTX 5080 GPU),
temperature 0, seed 42, context 12288, a maximum of 1024 tokens generated per instance. The model was
selected from non-defense pre-experiments, and there were no defense results during the selection process. 6
configurations include non-defense, AgentDojo's built-in delimiting defense and static tool filtering, using
only tool whitelist, using only taint check and PGTI complete configuration. 960 runs use the same batch of
samples for 3.4 calculation indicators.

3.4. Evaluation indicators
Attack Success Rate (ASR) is the proportion of attack pairs in which the injected target is completed. Benign
utility and utility under attack are the proportion of user tasks completed when there is no injection and when
there is an injection. The judgment is based on the AgentDojo judgment function [6], and the proportion is
accompanied by a 95% Wilson interval. The configuration differences are tested using the paired exact
McNemar test [18], with a significance level of 0.05:

q

G1(c) = 1[t ∉ A ∪ R](1)
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(4)

Among them,   and   are the counts of the two configuration results that are inconsistent in the same case, 
 is the index for summation, and   is the two-sided  -value.

Figure 1. Provenance-gated tool invocation in the agent loop

4. Results

4.1. Attack success rate and utility
The Provenance Gate (PGTI) reduced the attack success rate from 17.0% without defense to 3.0%
(inconsistent counts 15 to 1,   = 0.0005,   = 100), H1 was established. Static tool filtering was 5.0%, and this
sample did not indicate a difference between it and PGTI (Table 1). At the same time, the utility under attack
was reduced from 40.0% to 28.0% (8 to 20,   = 0.036).

For RQ2, the PGTI's benign utility was 35.0%, the static tool filtering was 26.7%, and this sample did not
determine any difference between the two. The non-defensive benign utility was 40.0%, and no difference was
determined between it and PGTI (inconsistent counts and p-values are shown in Table 1).

When looking at suites separately, the success rate of attacks without defense is concentrated in Slack
(36%) and banking (28%), PGTI dropped to 12% and 0%; travel decreased from 4% to 0%, and office was
0%. The benign utility in banking decreased from 60.0% to 46.7%, Slack decreased from 33.3% to 26.7%, and
travel and office remained unchanged.

4.2. Ablation comparison
The results of the ablation comparison are shown in Figure 2.

The attack success rate of PGTI is 3.0%. For RQ3, using the tool whitelist alone was 7.0%, and this sample
did not show any increment of the taint check; using the taint check alone was 8.0%, and there was no
difference detected (see Table 1 for inconsistent counts and p-values).

Out of 17 pairs where the attack succeeded without defense, 6 were blocked by the tool whitelist under
PGTI, 8 were blocked by the taint check, and 1 pair that was not blocked did not succeed, while 2 pairs did
succeed. Additionally, one pair without defense did not succeed but under PGTI did succeed, so PGTI had a
total of 3 succeeding pairs.

The runs with an interception during benign tasks have a PGTI of 3/60, and single-layer configuration is all
2/60. The PGTI single-instance takes 31.3 s, and without defense it takes 19.6 s.

p = min(1, 2∑min(b,c)
i=0 ( b+c

i
)2−(b+c))(4)
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4.3. Robustness test
Comparing no defense and PGTI on the same batch of 100 pairs, when switching to the Qwen2.5 7B model,
ASR was 11.0% and 4.0% (  = 0.039), and when switching to the ignore_previous attack template, it was
20.0% and 7.0% (  = 0.011), and H1 remained valid. The utility under attack was 28.0% and 20.0% (  =
0.057) for the former, and this sample did not show a significant difference; the latter was both 30.0% (  =
1.000).

Figure 2. Attack success rate and benign utility with 95% Wilson intervals by configuration

Table 1. Attack success rate, utility and mean run time by configuration (100 attack pairs and 60 benign tasks)

Configuration
ASR (%)
[95% CI]

ASR vs PGTI
( ;  )

Utility under
attack (%)

Benign utility
(%) [95% CI]

Benign vs PGTI
( ;  )

Mean
time (s)

No defense 17.0 [10.9, 25.6] 15:1; 0.0005 40.0 40.0 [28.6, 52.6] 10:7; 0.629 19.6
Delimiting 22.0 [15.0, 31.1] 20:1; < 0.0001 35.0 40.0 [28.6, 52.6] 9:6; 0.607 21.5

Static tool filter 5.0 [2.1, 11.2] 5:3; 0.727 36.0 26.7 [17.1, 39.0] 7:12; 0.359 20.7
Allowlist only 7.0 [3.4, 13.8] 7:3; 0.344 38.0 41.7 [30.1, 54.3] 7:3; 0.344 32.3

Provenance check only 8.0 [4.1, 15.0] 7:2; 0.180 28.0 43.3 [31.6, 55.9] 10:5; 0.302 34.4
PGTI (full) 3.0 [1.0, 8.5] - 28.0 35.0 [24.2, 47.6] - 31.3

5. Discussion
The difference between the two single-layer configurations of ASR 7.0% and 8.0% with PGTI 3.0% was not
determined in this sample.

All three PGTI succeeding pairs are in the Slack suite, with two of them running with a taint interception,
the attack was completed through other calls, and one of them did not intercept.

The utility under attack decreased from 40.0% to 28.0%, and among the 20 pairs where users completed
their tasks without any defense but not under PGTI, 8 pairs had interception and 12 pairs did not; the decrease
cannot be fully attributed to interception. Static tools filter ASR 5.0%, and the difference with PGTI is not
determined, but PGTI does not remove visible tools of the model [6]. PlanGuard [7] only determines whether
the tool is authorized, while CaMeL [8] enforces capability constraints at the point of tool invocation.

The experiment only used one main model and one seed; both sets of robustness settings were local open-
source models. Next, we will rerun with multiple models. The attack only used static templates; adaptive
attacks were not tested [13]. The segment classifier reads untrusted text, and next, we will design adaptive
attacks targeting it. The sample size was 100 pairs and 60 benign tasks; the comparison of RQ2 and RQ3 was

p

p p

p

b : c p b : c p
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not determined, so we will expand the paired sample and re-test it next. The average single-instance
processing time increased from 19.6 s to 31.3 s; the no-defense baseline benign utility was only 40.0%; next,
we will measure the cost on models with higher baseline utility.

6. Conclusion
In four tasks of AgentDojo, the provenance gate reduced the attack success rate from 17.0% to 3.0%, and after
switching models and attack templates, H1 remained valid, with a decline in utility under attack. This sample
did not determine that its benign utility was higher than that of static tool filtering, nor did it determine that the
taint check further reduced the attack success rate. Next, we will expand the paired sample and test adaptive
attacks.
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